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Learning to recognize and categorize objects is an essential cognitive skill allowing animals
to function in the world. However, animals rarely have access to a canonical view of an object in an uncluttered environment. Hence, it is essential to study categorization under noisy,
degraded conditions. In this article, we explore how the brain processes categorization stimuli
in low signal–to–noise conditions using multivariate pattern analysis. We used an integration
masking paradigm with mask opacity of 50%, 60%, and 70% inside a magnetic resonance
imaging scanner. The results show that mask opacity affects blood–oxygen–level dependent
(BOLD) signal in visual processing areas (V1, V2, V3, and V4) but does not affect the BOLD
signal in brain areas traditionally associated with categorization (prefrontal cortex, striatum,
hippocampus). This suggests that when a stimulus is difficult to extract from its background
(e.g., low signal–to–noise ratio), the visual system extracts the stimulus and that activity in
areas typically associated with categorization are not affected by the difficulty level of the
visual conditions. We conclude with implications of this result for research on visual attention,
categorization, and the integration of these fields.
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Introduction

gration masking affect the signal–to–noise ratio (SNR), and
that non–verbal categorization relies on mental representations that are less robust to noise than the mental representations supporting verbal categorization.

Learning to recognize and categorize objects is an essential cognitive skill allowing animals to function in the world
(Ashby, 2013). For example, recognizing another animal as a
friend or a foe allows for determining how to interact with it.
Likewise, recognizing a plant as edible (or not) can ensure
survival. However, animals rarely have access to a canonical view of an object in an uncluttered environment (Hegdé,
Thompson, Brady, & Kersten, 2012). The same objects are
often seen with a different viewpoint, partially obstructed, or
in less than ideal lighting conditions. Hence, it is essential to
study categorization under noisy, degraded conditions.
Towards this end, Hélie and Cousineau (2015) recently
studied the effect of backward masking and integration masking on human category learning. The results show that reducing the delay between the stimulus presentation and the
mask (backward masking) reduces categorization accuracy,
and that the reduction in accuracy is more important for
non–verbal (information–integration) categorization then for
verbal (rule–based) categorization. A second experiment
shows that increasing the mask opacity when the stimulus
and mask are presented simultaneously at the same location
(integration masking) has the same effect as reducing the delay between the mask and stimulus. Specifically, increasing the opacity of the mask reduces categorization accuracy,
and the reduction in accuracy is more important for non–
verbal categorization than for verbal categorization. Hélie
and Cousineau argued that both backward masking and inte-

One follow–up question to the Hélie and Cousineau
(2015) experiments is how does the brain process the categorization stimuli in low SNR conditions? One possibility
is that areas typically associated with visual processing in
posterior cortex (e.g., V1, V2, V3, V4; Roe et al., 2012) extract the stimulus from background noise, and that areas typically associated with categorization [e.g., striatum, prefontal
cortex (PFC), hippocampus (HC); Hélie, Roeder, & Ashby,
2010; Seger & Miller, 2010] are not affected by the SNR. Another possibility is that visual processing is similar with low
and high SNR, but that the categorization system received a
degraded stimulus representation in low SNR conditions and
needs to adjust its processing accordingly.
To disentangle these possible explanations, we replicated the verbal integration masking condition of Hélie and
Cousineau (2015) inside a Magnetic Resonance Imaging
(MRI) scanner. Mask opacity of 50%, 60%, and 70% were
used because they have been shown to yield similar categorization accuracy. We hypothesize that mask opacity should
affect brain areas related to visual processing (e.g., V1 – V4)
but not brain areas related to category learning (e.g., striatum,
PFC, HC). This hypothesis is based on the following: (1)
during a recognition test, the left fusiform gyrus is differently
activated depending on the amount of clutter in which each
1
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stimulus was presented during the learning phase (Hegdé et
al., 2012); (2) learning increases the amount of information
communicated by neurons in V4 for degraded objects in image recognition by rhesus monkeys (Rainer, Lee, & Logothetis, 2004); and (3) neurons in the PFC fire in a similar
manner to degraded and non–degraded stimuli after training rhesus monkeys in a delayed matching–to–sample task
(Rainer & Miller, 2000).
Results (1) and (2) suggest differential processing in visual areas related to difficulty in extracting the stimulus from
background information. Specifically, Hegdé et al. (2012),
manipulated the clutter, which can make the stimulus harder
to isolate and extract (1). This added difficulty is also
present in integration masking. Likewise, Rainer et al. (2004)
showed that V4 neurons learn to increase the amount of information communicated for degraded stimuli, which suggests extracted or de–noised information (2). This result
likely generalizes to integration masking because the mask
degrades the stimulus. Finally, Rainer and Miller (2000) suggest an absence of the effect of stimulus degradation on a
brain area important for categorization, namely the PFC (3).
For the same reason as Rainer et al., this result should also
generalize to integration masking. This study expends on
the Rainer and Miller study in that it uses functional MRI
(fMRI) to look at whole–brain activity. To anticipate, the
results support the hypothesis and show that mask opacity
affects blood–oxygen–level dependent (BOLD) signal in visual processing areas (V1, V2, V3, and V4) but does not affect the BOLD signal in brain areas traditionally associated
with categorization (PFC, striatum, HC).
2

Material and methods

The experiment used the same stimuli, masks, and categories as the rule–based condition in Hélie and Cousineau
(2015) Experiment 2. The main differences were (1) the experiment lasted 2 sessions, with the second session of the experiment conducted in a MRI scanner, (2) the timing of the
events was jittered, (3) only mask opacity of 50%, 60%, and
70% were used and, (4) the experiment design was within–
subject.
2.1

Participants

Twenty students at Purdue University were recruited to
participate in the experiment (9 males, 11 females). All participants gave their written informed consent to participate
in the study. The institutional review board of Purdue University approved all procedures in this experiment. All the
participants received a monetary compensation of $50 to participate in the experiment. One male participant dropped out
of the experiment due to claustrophobia in the scanner, so the
final sample included 19 participants.

2.2

Stimuli and apparatus

The stimuli were circular sine–wave gratings of constant
contrast and size. An example stimulus is shown in Figure
1a. Each stimulus was defined by a set of points (x1 , x2 )
sampled from an arbitrary 100 × 100 stimulus space and converted to a disk using the following equations: frequency (bar
x1
+0.25 cycles per degree (cpd), and bar orientation
width) = 30
9x2
= 10 + 20 degrees. This yielded stimuli that varied in orientation from 20◦ to 110◦ (counterclockwise from horizontal)
and in bar width (frequency) between 0.25 and 3.58 cpd. The
stimuli were generated with Matlab using the Psychophysics
Toolbox (Brainard, 1997). In each trial, a single stimulus occupying about 5◦ of visual angle was presented in the center
of the display.
The stimuli were separated in two categories and were
generated using the randomization technique of Ashby and
Gott (1988). Figure 1b shows the stimulus categories. Category “A” stimuli were generated from two multivariate normal distributions with the following parameters: µA1 =
0
150 0
(30, 50); ΣA1 = ( 10
0 150 ) and µA2 = (50, 70); ΣA2 = ( 0 10 ).
A similar sampling method was used to generate category
“B” stimuli: µB1 = (50, 30); µB2 = (70, 50); ΣB1 = ΣA1 ; and
ΣB2 = ΣA2 . Note that each trial within a block showed a
unique stimulus, and that perfect accuracy was possible using
a simple verbal rule: “If the bars are thin and the orientation
is near horizontal, press B; Otherwise, press A”.
In each trial, a mask covered the stimulus to produce integration masking (Breitmeyer & Ogmen, 2006). The masks
were taken from Hélie and Cousineau (2015). Briefly, each
mask was uniquely generated using a random cloud of dots in
Fourier space and transformed into a visual mask using an inverse Fourier transform. The details of mask generation can
be found in Hélie and Cousineau (2015). An example mask
is shown in Figure 1c. Each mask was centered in the screen
and had three times the height and the width of the stimulus. Stimulus presentation, mask presentation, feedback, and
response recording were controlled and acquired using Matlab. During the whole experiment, the screen background
was gray.
The experiment consisted of two training sessions on consecutive workdays. The first session was performed outside
the scanner on a regular desktop computer while the second
session was conducted inside a MRI scanner. During the first
session, the stimuli and masks were presented on a 21–inch
monitor (1, 280 × 1, 024 resolution). Responses were given
on a standard keyboard: the “d” key for an “A” response and
the “k” key for a “B” response (identified with stickers labeled “A” and “B” respectively). During the scanning session, the stimuli and masks were presented using NordicNeuroLab goggles with a screen resolution of 800 × 600.
The participants selected category “A” or “B” responses using two button boxes (one in each hand) by Current Designs
Inc. Consistent with the response key assignment in the first
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(f)

(g)
Figure 1. Stimuli and masks used in the experiment. (a) Example stimulus. (b) Category structures used in the experiment.
(c) Example mask. (d) Example masked stimulus where the mask opacity is 50%. (e) Example masked stimulus where the
mask opacity is 60%. (f) Example masked stimulus where the mask opacity is 70%. (g) Timing of a trial in both sessions. The
length of a TR is 2,000 ms. The number of blank TRs between stimulus and feedback was jittered with a truncated geometric
distribution with p = 0.5 (maximum 3 TR), whereas the number of blank TR between the feedback and the next stimulus was
jittered with a truncated geometric distribution with p = 0.5 (maximum 5 TR). When more than one blank TR was inserted
between the feedback and the following stimulus (~48% of the trials), a crosshair was displayed in the second half of the TR
immediately preceding stimulus presentation.
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session, the button box in the left hand indicated an “A” category response and the button box in the right hand indicated
a “B” category response.
2.3

Study design

Participants were told that they were taking part in a categorization experiment and that they were to assign each
stimulus into either an “A” or “B” category. The number
of blocks, trials, and the timing of each trial was identical
in both sessions. Each session was composed of 6 blocks of
78 trials. In each block, half the stimuli were members of
category “A” while the other half were members of category
“B”. One third of the “A” stimuli were covered by a mask
with an opacity of 50%, another third was covered by a mask
with an opacity of 60%, and the last third was covered by a
mask with an opacity of 70%. The same applies to category
“B” stimuli. Figure 1(d)–(f) show example stimuli covered
by masks with opacities of 50%–70% (respectively). These
mask opacity levels were selected because they have been
shown to produce similar categorization accuracy with the
categories shown in Figure 1b (Hélie & Cousineau, 2015).
Each stimulus and each mask within a given block is unique.
Each block contains a (reshuffled) copy of the same 78 stimuli and masks, which allows for different ordering and stimulus/mask pairing.
The timing of a trial (for both sessions) is shown in Figure 1g. Each stimulus was presented for 2,000 milliseconds
(ms). Correct responses were followed by a green check
mark displayed for 2,000 ms. Incorrect responses were followed by a red “X” mark displayed for 2,000 ms. If participants did not respond before the stimulus disappeared, a
black dot was displayed for 2,000 ms. A fixation crosshair
appeared for 1,000 ms before the stimulus on an average of
48% of the trials (see caption of Figure 1 for details). The
crosshair was used to focus the participant’s attention before
stimulus presentation, which is standard in perceptual categorization experiments. Importantly, the crosshair was not
diagnostic of the stimulus category membership and the participants had more than enough time to make a categorization
decision with or without the crosshair. However, the irregular
presentation of the crosshair in the scanning session is necessary to decorrelate the events representing the crosshair and
stimulus (corresponding to a partial trial design; Serences,
2004).
2.4

Scanning

A rapid event–related design fMRI procedure was used
to examine BOLD responses as participants categorized
masked visual stimuli. The scanning session was conducted
at the Purdue MRI Facility using a 3T General Electric (Milwaukee, WI) Signa HDx imager with a 16–channel head coil
(Nova). Cushions were placed around the head to minimize
head motion. Functional runs [echo-planar images (EPI)]

used a T2*–weighted single shot gradient echo (GRE), echo–
planar sequence sensitive to BOLD contrast [repetition time
(TR): 2,000 ms; echo time (TE): 32 ms; flip angle (FA): 77◦ ;
field of view: 200 mm). Each volume consisted of 33 slices
acquired parallel to the anterior commissure–posterior commissure plane (interleaved acquisition; 3.1 mm thick; 3.125
mm × 3.125 mm in–plane resolution; 64 × 64 matrix).
Each block of 78 trials was associated with a different (individually jittered) EPI scan sequence. A localizer scan was
run before the EPI scans, and a T1–weighted FSPGR (TR =
5 ms; TE = 2.088 ms; FA = 20◦ ; 192 sagittal slices; 0.9 mm
thick; 0.90 mm × 0.90 mm in–plane resolution; 256 × 256
matrix) high–resolution structural scan was run after the EPI
scans. Each scanning session lasted about 90 minutes. The
experimenter talked with the participant between each scan,
and the participant was allowed to take a break between each
scan (but not to exit from the scanner). These manipulations
were designed to minimize fatigue and monotony.
2.5

Neuroimaging analysis

The scanning data were analyzed using multivariate
pattern analysis (MVPA) with the Princeton MVPA toolbox
(https://github.com/princetonuniversity/princeton-mvpatoolbox) in Matlab. This choice was made because (1) it
allows for avoiding the multiple–testing problem associated
with univariate analyses and (2) it allows for detecting
patterns of change in BOLD signal instead of changes in
single voxels. The following analysis was run separately
for each participant (Pereira, Mitchell, & Botvinick, 2009).
First, the time series (one for each voxel) corresponding to
the 6 EPI scans were loaded. Second, blank TR and error TR
were removed from the time series. Third, the time series
were labeled to identify the time points where a stimulus
with a mask opacity of 50%, 60%, or 70% was presented.
These time points were then shifted in time 6 seconds to
account for the lag of the haemodynamic response (Ashby,
2011; Poldrack, Mumford, & Nichols, 2011). Fourth, the
time series were normalized across time by transforming
them into z-scores (using the mean and variance of each
time series). Fifth, feature selection was used to reduce
the parameter space of the classifier by using an ANOVA
in each voxel to select the 2,000 voxels that varied most
between the labeled events.1 Note that feature selection was
done separately for each fold of cross–validation using a
subset of the training data to avoid data peeking. Lastly,
single–trial fMRI patterns were input into a linear support
vector machine (SVM) and the classification accuracy for
1
In our experience, the exact number of selected voxels is not
critical and only slightly affects classifier accuracy (within a reasonable range). In this work, 2,000 was selected because it corresponds
to roughly 1% of the data. Repeating the analysis with 500–2000
voxels did not change the qualitative pattern of results.
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this participant was evaluated using leave–one–out cross–
validation with block (EPI scan or time series) as fold
(Hélie, 2006). The accuracy of the individual participant’s
folds was then averaged to obtain an overall score for
that participant. Because SVMs work best with pairwise
comparisons (Haykin, 2009), this procedure was repeated
three times for each participant: (1) Mask Opacity of 70%
vs. 60%, (2) Mask Opacity of 70% vs. 50% and, (3) Mask
Opacity of 60% vs. 50%. For visualization, all images were
coregistered to the MNI152_2mm_brain template.
In addition to the whole–brain analyzes described above,
anatomical regions of interests (ROI) were examined based
on existing vision and categorization theory. Although many
different cognitive theories of categorization have been proposed (for reviews, see e.g., Ashby & Maddox, 2005; Seger
& Miller, 2010), the main brain areas usually identified are
the associative striatum (AS), sensorimotor striatum (SS),
PFC, and HC. Research on the visual system is more convergent, and the following regions of interest were used (Roe
et al., 2012): V1, V2, V3, and V4. All the ROIs were defined
anatomically and directly taken from the Harvard–Oxford
Structural Atlas. The ROI–based MVPA were performed using the exact same methodology described above, except that
feature selection in Step 5 was restricted to the particular ROI
used in the analysis.
3
3.1

Results

Behavioral results

The categories, stimuli, and mask opacity were selected
because they were shown to yield similar final accuracies in
Hélie and Cousineau (2015). However, Hélie and Cousineau
used a between–subject design and only trained participants
for one session of 600 trials. Figure 2a shows the participants accuracy for each mask opacity in each block.2 As can
be seen, participants were able to learn the task and learned
all levels of mask opacity at a similar rate. These observations were confirmed by a Mask Opacity × Block within–
subject ANOVA. The analysis of variance shows that the effect of Block reached statistical significance (F(11, 198) =
19.70, p < .001). Block 1 accuracy was 66.1%, which improved to 89.3% in Block 12. The effect of Mask Opacity
(F(2, 36) = 3.23, p = .051) and the interaction between the
factors (F(22, 396) = 1.00, p = .47) both failed to reach statistical significance.
While the effect of mask opacity was not statistically signifcant for categorization accuracy, it may have affected the
participants’ response times. Figure 2b shows the participants’ correct response times for each mask opacity in each
block. As can be seen, participants became faster with practice with all mask opacities. Further, Stimuli masked with an
opacity of 70% were slightly slower than lower mask opacity
levels. These observations were confirmed by a Mask Opac-
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ity × Block within–subject ANOVA. The analysis of variance
shows that the effect of Block reached statistical significance
(F(11, 198) = 18.05, p < .001). Mean response time in
Block 1 was 1,033 ms, which reduced to 794 ms in Block
12. Unlike for accuracy, the effect of Mask Opacity also
reached statistical significance (F(2, 36) = 16.83, p < .001).
Bonferroni–corrected post hoc analyzes show that correct
responses to stimuli masked with an opacity of 70% were
slower than correct responses to stimuli masked with an
opacity of 50% (t(18) = 5.21, p < .001) and 60% (t(18) =
3.52, p < .01). However, the response time difference between trials with mask opacities of 50% and 60% did not
survive correction for multiple testing (t(18) = 2.16, n.s.).
Finally, similar to the analysis on accuracy, the interaction
between the factors failed to reach statistical significance
(F(22, 396) = 1.17, n.s.). These results suggest that the difficulty difference between the different mask opacity levels,
which was not detected in response accuracy, was detected
by response times analyzes, with the highest mask opacity
yielding slower responses.
3.2

Neuroimaging results

3.2.1 Whole-brain analysis. Three whole–brain analyses were performed: (1) Mask Opacity of 70% vs. 60%,
(2) Mask Opacity of 70% vs. 50% and, (3) Mask Opacity of 60% vs. 50%. The SVM comparing mask opacity
of 70% vs. 60% was able to classify the event–patterns
into two classes with an accuracy 56.0%. This classification accuracy is significantly better than chance performance
(t(18) = 4.44, p < .001). Because a linear SVM was used,
the absolute magnitude of each voxel’s weight can directly
be interpreted as a measure of its importance in the classification. These weights can then be backprojected onto a
standard brain and read like BOLD activity. The absolute
weights learned by the SVM for each participant were averaged together, and Figure 3 shows the location and magnitude of the resulting top 2,000 (~1%) absolute weights
learned by the SVM.3 As can be seen, the voxels with highest magnitude weights are mostly clustered in areas V1, V2,
V3, and V4. This suggests that the visual system is most
important in processing the mask opacity.
The SVM was also able to classify the event–patterns
comparing mask opacity of 70% vs. 50% into two classes.
Classification accuracy was slightly higher than for 70% vs.
60% and reached 59.6%. This classification accuracy is
also significantly better than chance performance (t(18) =
4.65, p < .001). Figure 4 shows the location and magnitude
2
Participants failed to respond within the 2 seconds deadline in
2.7% of the trials. These trials were treated as errors for all analyzes.
3
Note that each analysis was performed with only 2,000 voxels.
However, each fold of each participant may have identified a different set of voxels using feature selection. Figures 3 and 4 show the
best 2,000 voxels aggregated across participants.
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(a)
(b)
Figure 2. (a) Mean participant accuracy for each mask opacity in each block. (b) Mean correct response times for each
mask opacity in each block. In both panels, the dashed line separates the lab session (left) from the scanning session (right).
Error–bars are within–subject standard errors of the mean.

Figure 3. Backprojection of the top 2,000 (~1%) absolute
weights learned by the SVM in the 70% vs. 60% mask opacity comparison. The slices included from left to right and top
to bottom span from z = −33 to z = −11 by steps of 2.

of the resulting top 2,000 (~1%) absolute weights learned by
the SVM for the 70% vs. 50% mask opacity comparison.
As can be seen, the voxels with highest magnitude weights
are more clustered than in Figure 3 and are located mostly in
areas V1, V2, and V3. This is similar to what was observed

Figure 4. Backprojection of the top 2,000 (~1%) absolute
weights learned by the SVM in the 70% vs. 50% mask opacity comparison. The slices are the same as in Figure 3.

for the 70% vs. 60% mask opacity comparison and further
supports the observation that the visual system is most important in processing the mask opacity. Lastly, the SVM
failed to separate the events in the 60% vs 50% mask opacity comparison, with a final classification accuracy of 50.0%
(t(18) = −0.00, p = 1).
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3.2.2 ROI analysis. The results so far show that
whole–brain analyses were only able to distinguish event–
patterns in the 70% vs. 60% and 70% vs. 50% mask opacity comparisons. This suggests that mask opacity processing is likely non–linear, and that overall the brain may process opacity levels of 50% and 60% similarly, and differently
from an opacity level of 70%.4 Accordingly, the ROI analyses were focused on these comparisons that were successfully classified at the whole–brain level. There were thus 2
(mask opacity comparisons) ×8 (ROI) = 16 MVPA for each
participants.
Figure 5 shows the mean classification accuracy of the
best 2,000 voxels in each ROI for the 70% vs. 60% mask
opacity comparison. As can be seen, visual areas were most
useful in classifying the trials according to mask opacity with
the following classification accuracy: V1 = 58.4%, V2 =
58.2%, V3 = 57.9%, and V4 = 55.5%. All four of these ROIs
allowed for classification that is statistically above chance
performance (all t(18) > 5.91, p < .001). Classification
accuracy for all the categorization areas (AS, SS, PFC, and
HC) did not significantly differ from chance classification (all
t(18) < 1.75, p > .05). Consistent with the whole–brain analyzes, these results suggest that mask opacity is processed by
the visual system, and that BOLD signal in ROI typically
associated with categorization is not affected by the mask
opacity.
Figure 6 shows the mean classification accuracy of the
best 2,000 voxels in each ROI for the 70% vs. 50% mask
opacity comparison. Similar to the results obtained with
the 70% vs. 60% mask opacity comparison, visual areas
were again most useful in classifying the trials according to
mask opacity. The following classification accuracy were
obtained: V1 = 64.0%, V2 = 63.0%, V3 = 61.9%, and
V4 = 58.6%. All four of these ROI allowed for classification that is statistically above chance performance (all
t(18) > 4.65, p < .001). It is interesting to note that classification in ROI V4 was statistically above chance, even though
the top 2,000 voxels of the whole–brain analysis did not find
voxels in V4 for the 70% vs. 50% comparison. This was
likely a miss in the whole–brain analysis caused by a curse
of dimensionality. One important curse of dimensionality in
machine learning is that the number of training examples
required for convergence grows faster than the dimensionality of the stimulus space (Haykin, 2009). In MVPA, the
number of stimuli (trials) tend to be small when compared
with the dimensionality of the patterns, even after feature
selection. Finally, as expected, classification accuracy for
areas traditionally associated with categorization (AS, SS,
PFC, and HC) did not significantly differ from chance (all
t(18) < 1.03, p > .15). Together with the previous ROI analyzes, these results complement those obtained in the whole–
brain analyzes and strongly suggest that mask opacity is processed by the visual system, and that BOLD signal in ROI

Figure 5. Classification accuracy with 2,000 voxels in each
ROI for the 70% vs. 60% mask opacity comparison. The
horizontal dashed line shows chance classification, and error bars show 95% confidence intervals created by multiplying the standard error of the mean by the appropriate values
found in a t–distribution with 18 degrees of freedom.

typically associated with categorization is not affected by the
mask opacity.
4

Discussion

The goal of the present study was to better understand
how the brain processes categorization stimuli in low SNR
conditions. Participants were trained in rule–based (verbal)
categorization using integration masking with mask opacity
of 50%, 60%, and 70%. The main results are: (1) Comparing mask opacity of 70% vs. 50% and 70% vs. 60% show
that posterior cortical brain areas (i.e., V1–V4) have different
patterns of BOLD signal depending on mask opacity. (2) In
contrast, BOLD signal in brain regions typically associated
with categorization (i.e., AS, SS, PFC, HC) was not affected
by mask opacity. Results (1) and (2) were present both in
whole–brain analyzes and ROI analyzes. (3) The MVPA was
unable to distinguish between mask opacity of 50% vs. 60%.
Together, these results support the hypothesis that when a
stimulus is difficult to extract from its background (e.g., low
SNR), processing in the visual system extracts the stimulus
from background information before passing on the stimulus
for categorization.
4

Note that this interpretation is also consistent with the correct
response times analysis.
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sence of difference in the fusiform gyrus in the present work.
The results are also consistent with work on stimulus extraction from background noise with rhesus monkeys (e.g.,
Rainer et al., 2004; Rainer & Miller, 2000). For example,
Rainer et al. (2004) trained monkeys to identify natural images degraded with visual noise and found that neurons in
V4 increased the amount of information communicated for
learned objects. In another study, Rainer and Miller (2000)
showed that PFC neurons activity was resilient to natural image degradation in a matching–to–sample task. The integration masking manipulation that was used in the present experiment was argued to reduce the SNR (Hélie & Cousineau,
2015), so accurately categorizing the stimulus required extracting a degraded stimulus from noise. Similar to Rainer
et al., we found that V4 was differently activated for low
vs. high SNR (i.e., mask opacity) and, similar to Rainer
and Miller, we found no effect of SNR in the PFC, or any
other brain region typically associated with categorization
(e.g., striatum, HC).
Figure 6. Classification accuracy with 2,000 voxels in each
ROI for the 70% vs. 50% mask opacity comparison. The
horizontal dashed line shows chance classification, and error
bars show 95% confidence intervals created as in Figure 5.

The results are consistent with research on stimulus extraction in cluttered scenes (e.g., Hegdé et al., 2012). Hegdé
et al. trained human participants to recognize natural objects
in strong or weak clutters. Weak clutter trials allowed for
easier object extraction called opportunistic learning. After
training, the participants were put in a MRI scanner for a
recognition test where all objects were presented in strong
clutters. Even though all the test stimuli were shown with
similar (strong) clutters, a contrast between test stimuli that
were trained in strong vs. weak clutters showed a difference
in BOLD signal in the left fusiform gyrus (a visual area). In
the present article, mask opacity was used in a similar way to
cluttering, with low mask opacity corresponding to low clutter and allowing for opportunistic learning (and high mask
opacity corresponding to strong clutter). Similar to Hegdé et
al., the present results show differential BOLD signal based
on mask opacity (cluttering) in visual areas, but the present
results do not include the fusiform gyrus. One possible reason for this difference is that Hegdé et al. used complex naturalistic stimuli whereas we used simple sine–wave gratings.
The fusiform gyrus is involved in complex object recognition
(Gauthier, Tarr, Anderson, Skudlarski, & Gore, 1999), so it
is not unexpected that simple sine–wave gratings do not produce strong BOLD signal in this area. Another possibility
is that we did not distinguish between a training and a test
phase, so every trial is used both for learning and categorizing. These two methodological details may explain the ab-

4.1

Implication for current theories

The results show that visual areas process stimuli with
low vs. high SNR differently, but not the areas typically associated with categorization. A follow–up question is what
are the visual areas doing differently? One possibility is that
higher visual areas, and eventually categorization areas, represent more abstract features of the stimuli (Roe et al., 2012).
Ideally, this would mean that only the relevant information is
represented in higher level areas, which could explain the
result that the categorization areas are not affected by the
SNR: The mask, along with any other irrelevant information,
would be discarded as the information travels through the
visual system. This process may be more difficult (e.g., take
more time) when the SNR is lower. A weaker version of this
explanation is that higher visual areas (and possibly categorization areas) represent the stimulus in a way that may still
contain irrelevant (and possibly noisy) information, but that
the information that is detrimental to the task has been discarded by visual processing (in this case the mask). More research is needed to pinpoint the exact mechanism used to extract the stimulus from the mask, but this experiment clearly
shows that this processing is completed before categorization
mechanisms come into play.
Another interesting question is how do these results complement those found by Hélie and Cousineau (2015)? Hélie
and Cousineau found that low SNR affected non–verbal
(information–integration) categories more than verbal (rule–
based) categories. How is this possible if the stimulus is
extracted from the mask in the visual areas? Hélie and
Cousineau (2015) suggested that the psychological representations used to categorize verbal and non–verbal stimuli
are different, and that this could be a direct result of brain
connectivity. For example, Ashby, Alfonso-Reese, Turken,
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and Waldron (1998) proposed that rule–based stimuli can be
optimally categorized by a circuit centered around the lateral prefrontal cortex while information–integration stimuli
require a different circuit centered around the dorsolateral
striatum in order to be optimally categorized. As a result, the
representation fed to the categorization systems may come
from different visual areas, with rule–based stimuli being
processed mostly in the ventral pathway and information–
integration stimuli being processed mostly in the dorsal pathway (Ungerleider & Mishkin, 1982). Parietal areas may be
less efficient at extracting the stimulus from noise when compared with temporal areas. More research is needed to test
for this possibility.
4.2

Limitations

Like all studies, the current study suffers from a number of limitations. First, the current study shows that mask
opacity does not affect BOLD patterns in categorization ROI,
but it does not show that categorization ROI uniquely contribute to categorization. This demonstration is not possible
with the current design because: (1) Category “A” stimuli
visually differ from category “B” stimuli. Hence, it is expected that visual areas will contribute to distinguishing between the categories. (2) “A” responses are made with the
left hand while “B” responses are made with the right hand.
This means that motor/premotor BOLD pattern differences
would likely dominate the category prediction, because there
would be important lateralization effects (i.e., the “A” button
press would activate the right hemisphere while the “B” button press would activate the left hemisphere). For these reasons, the categorization ROI were selected based on results
using similar categorization tasks and stimuli that have found
activity in these regions (Hélie et al., 2010; Waldschmidt &
Ashby, 2011).
Second, using MVPA with rapid–event related designs (as
in this study) is a fairly new topic of research that is particularly difficult because the BOLD response of the different events (patterns) overlap (Turner, Mumford, Poldrack, &
Ashby, 2012). In Turner et al. (2012), the authors were able
to achieve classification accuracy of 74%–84% for an experiment with lateralized responses (i.e., distinguishing between
events producing left vs. right hemisphere BOLD responses).
The classification problem in the present article is more difficult, as there is no reason to expect lateralization effects or
that spatially distinct brain areas would distinguish the different mask opacity levels. Expectations were for differences in
activity levels or the size of activation clusters. With this
harder classification problem, the SVM accuracy was somewhat lower (i.e., 56%–64%), but it is difficult to evaluate if
better accuracy could be achieved without making a number of additional assumptions affecting preprocessing steps.
Still, the classifier accuracy included in this article is statistically better than chance and was sufficient to distinguish

between areas that were affected by mask opacity (i.e., posterior visual areas) and areas that were not (i.e., areas typically
associated with categorization).
Finally, it is possible that the results obtained in the
present study are limited to the stimuli (sine–wave gratings)
or methodology used (integration masking). Future work
should be devoted to testing the generality and boundary conditions of the current findings by using different tasks, stimuli, and methods. More work is also needed to test whether
the effects found in this article generalize to non–verbal categories and to more complex naturalistic stimuli.
5

Conclusions

This study provides support for the hypothesis that the visual system plays an important role in extracting objects to
be categorized from environmental noise. This has important
implications for bridging work on visual attention and categorization. For example, this suggests that existing models of
visual attention (e.g., Bundesen, Habekost, & Kyllingsbaek,
2005) could be appended as front–ends to existing categorization models (e.g., Ashby et al., 1998). This could allow
for studying the interaction between these cognitive functions, and possibly model top–down effects of categorization
on visual attention. Better understanding how visual attention and categorization interact could also allow for studying
more ecologically valid cluttered environments (e.g., Hegdé
et al., 2012; Smith, Redford, Gent, & Washburn, 2005), and
possibly design training regiments that would improve categorization in cluttered environments.
6
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