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Abstract

Connectionist neural networks are useful geometric models of categorization. In par-
ticular, when Hebbian learning is used in a recurrent neural network architecture, it
results in a recurrent associative memory (RAM), which convert the stimulus space into
a feedback subspace sufficient to categorize new stimuli. However, the exclusive pres-
ence of positive feedback in Hebbian learning provokes the divergence of the eigenval-
ues of the weight matrix. In this chapter, we review some work that improved RAM
capabilities. First, we show that the addition of the dual Hebbian/anti-Hebbian learn-
ing rule induces convergence of the eigenvalues of the weight matrix. This new learn-
ing procedure’s properties were assessed by using the Eidos model [Bégin and Proulx
(1996)] to simulate learning in a letter-classification task. Second, the Eidos model was
further improved by the addition of the learning/unlearning procedure, which guaran-
tees that only the correct eigenvalues converge. Third, we review a newer model
[Chartier (2004)] that reduces the number of spurious attractors by using the nonlin-
earity of the transmission function.
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Studies about inductive categorization have generated an important body of research,
since the early days of empirical psychology'. While early models of categorization
described by some researchers were symbolic instantiations of popular theories [Reed
(1972), Medin and Schaffer (1978)], other researchers presented evidence in favor of a met-
ric psychological space [Shepard (1987), Tenenbaum and Griffiths (2002)] and suggested
the use of geometric models of cognition, in which objects are represented by figures (vec-
tors) in an n-dimensional space. Because the postulated psychological space is geometri-
cal, the similarity between mental objects in these models can be computed, which was
impossible in first-generation artificial intelligence models [Russell and Norvig (1995)]°.

One of the most popular families of cognitive geometric models is that of connec-
tionist neural networks [Feldman and Ballard (1982)], which are models inspired from
biology, where the basic units are “artificial neurons®.” Neurons are simple linear inte-
grators with incoming and outgoing connections. If the activation impulse from the
incoming connections is at or above a predefined threshold value, the neuron fires a sig-
nal that is sent along its outgoing connections (see Figure 1).

Connectionist neural networks are arrangements of several neurons that form a net-
work that can be completely described by three elements: an architecture, a transmis-
sion function, and a learning rule. While many different architectural models have been
used by cognitive scientists, we restrict this discussion to neural networks with a recur-
rent architecture (see Figure 2). A recurrent network usually includes a single layer in
which all neurons are connected to each other [Anderson et al. (1977), Hopfield
(1982)]. The input is defined by assigning values to particular neurons (in a process
called clamping). After the initial clamping, the activation spreads to every other neu-
ron to form the output, which is then fed back to the network to become the new input.

Because a single layer is used, the transmission function is usually quasi-linear and
has a saturation value at a pre-determined value. Equation (1) describes the transmis-
sion in a typical recurrent network.

x:-i 1= L(er + x;)

L(x) = [L(x,), L(X,), ..., L(x)I";

¥ X=1%
L(x) = 9%, —y<x<¥ (L)
¥ X="%

where x, is the stimulus vector at time t, W the weight matrix, L (e) the saturation func-
tion and * yare the output boundaries. For simplicity, ycan be set to equal 1 [Anderson

! See Murphy (2002) for an extensive review of categorization research.

* One way of assessing the similarity between symbols in classical Al models is to explicitly code the simi-
larities in the symbols properties. This is not a viable solution, however, because there would be a combina-
torial explosion of similarity measures that would need to be coded.

¥ Artificial neurons are simplifications of their biological counterparts. In this chapter, artificial neurons are
referred to as neurons.
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Fig. 1. Schema of an artificial neuron.
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Fig. 2. Architecture of a single-layered recurrent neural network.
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et al. (1977)] or the linear part of the transmission function can be omitted, thus result-
ing in a step function (Hopfield 1982)*.

A simple way to train recurrent networks is to reinforce connections between neu-
rons with co-occurring activation [Kohonen (1972)]. The resulting learning rule is
described by

AW, = qxIPIXTI.r’I
W,H = Wr+AW, (2)

where x; , the stimulus vector after p iterations, 7] a learning parameter, and AW, the weight
change at time 1. This type of learning is called Hebbian learning, and when it is used in a
recurrent architecture, it results in a recurrent auto-associative memory (RAM).

RAM neural networks have many advantages over other types of connectionist net-
works. For instance, they are an implementation of the simplest possible cognitive geo-
metric model [Kosko (1988)]. The learning algorithm only requires local information,
and the desired state does not need to be available to the network (unsupervised learn-
ing). Also, the quasi-linearity of the learning rule makes its dynamic easy to understand
with currently available mathematical tools.

Moreover, learning involving RAM has a built-in capacity to generalize: The geo-
metrical interpretation of RAM is that stimuli are trajectories in a hyperspace. Each iter-
ation lengthens and shifts the angle of the stimulus toward learned attractors, which are
created by the learning rule and are contained in the weight matrix (the eigenvectors).
Therefore, when a new stimulus differs slightly from a previously learned stimulus,
their trajectories also differ slightly and they are likely to stabilize in the same attractor.
Thus, generalization is a free byproduct in RAM.

The most important consequences of the generalization capabilities of RAMs are
robustness and tolerance to noise. The latter’s justification is direct: a noisy stimulus
can be thought of as a new stimulus. Therefore, noisy stimuli have trajectories similar
to their noiseless counterparts. On the other hand, robustness is a form of generaliza-
tion that results from massively distributed representations. Because computation in
connectionist neural networks is performed at the subsymbolic level [Smolensky
(1988)], the absence or deterioration of some units is not dramatic. Whereas, in sym-
bolic models, the loss of a unit represents a complete loss of representation, the lost of
a neuron gracefully degrades the representation in RAM [Rumelhart (1989)].

Another useful property of RAM is its biological plausibility. In addition to the
graceful degradation argument mentioned earlier [Rumelhart (1989)], auto-associative
learning is a formalization of Hebb’s principle, which states that biological neurons that
covariate share more synapses [Hebb (1949)]. Furthermore, the recurrent architecture
corresponds well with Hebb’s work on cell assemblies [Kaplan, Sonntag and Chown

4 Hopfield’s (1982) network transmission rule also does not include the addition of the stimulus vector at
each time step.
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(1991)]. A cell assembly is a highly interconnected group of neurons that reverberate
to sustain activity. According to Kaplan and his colleagues, RAMs can be used to
represent cell assemblies.

Finally, the weight matrix resulting from Hebbian learning is equivalent to linear
regression. The eigenvectors of the weight matrix (the attractors) form a new basis for
the stimuli, which is optimal according to the least-squares criteria [Kohonen (1989)].
Therefore, categorization resulting from auto-associative memories trained with
Hebbian learning have the same properties as their two-dimensional counterpart, which
are already well documented [Larsen and Marx (2001)].

1. The problem of divergence

Even though the simple Hebbian RAM described earlier is an elegant model of
human cognition, a serious problem prevents its use: the exclusive presence of posi-
tive feedback. After each learning trial, the value of the weight matrix is increased
[AW from Equation (2) is always positive]. Therefore, the eigenvalues of the weight
matrix, which represent the radius of the attractors, grow with no boundaries. This
serious problem, and the absence of quick solutions to explain this, resulted in the
departure of research away from Hebbian learning models towards other learning
algorithms; of these, competitive learning models [Grossberg (1976), Kohonen
(1982)] and gradient descent methods [Rumelhart and McClelland (1986)] seemed
particularly promising.

However, while competitive learning models [Grossberg (1976), Kohonen (1982)]
and gradient descent methods [Rumelhart and McClelland (1986)] avoided the problem
of divergence, they lacked many of the advantages emerging from Hebbian learning
models (see the previous section). Moreover, these learning procedures brought their
share of new problems. For example, gradient descent methods are unfit for unsuper-
vised learning. The state generating the desired output must be available to the learning
rule. Also, if a new item is added to the stimulus set after learning has begun, all learned
stimuli must be relearned by the network, which is time-consuming and not psycho-
logically plausible. As for competitive learning, the number of categories depends on
the number of units and is thus predetermined by the network’s architecture.

The unsatisfactory nature of the proposed solutions, which avoided the divergence
problem instead of solving it, suggested that the solution might reside in a reformula-
tion of the problem. This is why we first concentrated on the mathematical analysis of
the divergence problem.

Suppose, for the sake of simplicity, that the Hebbian RAM presented earlier is
trained by repeatedly selecting stimuli at random from a set composed of k orthonor-
mal items:

{xgi=1..kx; € R"and x" x; = 1 if i = j, 0 otherwise}. (3)
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If none of the units reached saturation during learning, the saturation function can be
dropped from Equation (1), which can be rearranged as

X4 = (W + Ix,. (4)

Because the stimuli are orthogonal, the state of the network after » iterations following
the presentation of a stimulus vector x, is

X = (W + Iyx,,
= (A + 1rx;, (5)

where A, is the eigenvalue associated with x;. If the Hebbian learning rule (Equation 2)
is applied to the output of Equation (5), Equation (2) becomes

AW= 1A, + 1)*x;x,T (6)

and, because the stimuli are orthogonal, the addition of Equation (6) to the weight
matrix W increases a single eigenvalue, 4, by the value

A, = n(A; + 1) (7

Thus, the change in eigenvalue is a concave parabolic function with a vertex at — 1.
Because the weight matrix is initially filled with zeros and the feedback is always positive,
only the first quadrant must be considered in the analysis. Therefore, eigenvalues diverge
and grow unbound, to infinity, at a rate following a power function (see Figure 3).

2. The solution: dual Hebbian/anti-Hebbian learning

In the preceding section, the effect of Hebbian learning on the eigenvalue spectrum of the
weight matrix was shown to be a concave parabolic function centered at — 1. If the sign
of the function is changed, the result is a convex parabolic function centered at —1 (a
reflection according to the abscissa; see Figure 3). This function qualifies as anti-Hebbian
learning and decreases to minus infinity following a power function in the fourth quad-
rant. It is obvious from Figure 3 that Hebbian and anti-Hebbian learning curves cancel
each other, but if the vertex of the anti-Hebbian function is slightly shifted to the right, the
resulting function converges and learning eventually stops (remember that only the first
quadrant must be considered). This is the idea behind dual Hebbian/anti-Hebbian learn-
ing, which is expressed mathematically by

= T T H
AW = ox,x", + Bx;, X", with

AL = a(h, + ¥ + B, + 1), (8)
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Simple Hebbian rule
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Fig. 3. Hebbian and anti-Hebbian growth of eigenvalues in a recurrent auto-associative memory
(RAM).

where o> 0 and 8 < O are, respectively, the Hebbian and anti-Hebbian learning
parameters, and p and n are the number of Hebbian and anti-Hebbian iterations.

The properties of this learning procedure have been further explored by Proulx and
Bégin (1990). In particular, three properties must be demonstrated in order to confirm
the desirability of the proposed solution: it must stabilize, it must not oscillate, and it
must remain linear. Stabilization is the property that confirms the convergence of the
learning algorithm. As a result, the point of convergence and its necessary and sufficient
conditions must be established.

The second property, oscillation, is related to the behavior of the eigenvalues as they
approach the point of convergence: It must be shown under which conditions the eigen-
values reach the point of convergence and stop (instead of erratically moving around it).

Finally, linearity is a necessary condition for all the previous analysis. Therefore, the out-
put boundaries of the transmission function () must be set out of the reach of the iterating
function in order to show that necessary and sufficient conditions have been established.

2.1. Stabilization

In order to stabilize (converge), the eigenvalue’s growth must have a root in the first quad-
rant (A > 0) where the first derivative is negative. These conditions are satisfied when the
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Hebbian portion of learning is greater than the anti-Hebbian portion, and the number of
Hebbian iterations is smaller than the number of anti-Hebbian iterations. More precisely,

a>—B, %)
p<n (10)

When these conditions are satisfied, it can be demonstrated that the convergence point

(L) is
A= (_%)U(Z(n—pﬂ_l' an

2.2. Oscillation
To prevent A from oscillating around A, the eigenvalue must approach the point of con-
vergence (A.) slowly. Formally, this is represented by

M
IA &2 —1. (12)

A necessary and sufficient condition for Equation (12) to hold is that

ﬁ(",_p— 1A2n—1)
o= (ﬁ' _P)Q(n -phi(2n—1) * (13)

2.3. Linearity

To maintain linearity, and all results presented in Equations (8)—(13), ¥ (the saturation
point of the transmission function), must be chosen such that

o \n2n—ph
r=\-3 . (14)

2.4. Additional properties of the learning rule

In addition to solving the problem of the eigenvalues’ growth, analysis of the dual
Hebbian/anti-Hebbian learning rule revealed several other useful properties. First and
foremost, the preceding analysis carried on the orthogonal case can be generalized to
the correlated case without any other constraints on the parameters. Also, as in simple
Hebbian learning, the feedback space resulting from learning is an optimal subspace of
the stimulus space. In other words, the eigenvectors of the weight matrix form a new
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basis for the stimulus set, which represents the stimulus space without significant loss
of information’. Moreover, the learning rule imposes no constraint on the stimulus set:
the same rule can be used without any outside task-related adjustment. Finally, unlike
gradient-descent learning [Rumelhart and McClelland (1986)], the addition of new
items to the stimulus set after the beginning of training redefines the feedback space
accordingly, without need for relearning the entire stimulus set.

All these properties are adding psychological plausibility to the dual Hebbian/anti-
Hebbian learning procedure. For instance, it is doubtful that humans categorize orthog-
onal and non-orthogonal stimuli differently. In fact, most empirical data suggest that the
correlational structure is seldom learned (e.g. blocking) [Dennis and Kruschke (1998),
Kruschke (2001)]. Also, the feedback space used to categorize new stimuli is a summary
representation of encountered exemplars, which is in accordance with existing theories
of categorization, for example, prototype theory [Reed (1972), Rosch and Mervis
(1975)]. The striking correspondence between dual Hebbian/anti-Hebbian learning and
empirical data, as well as the lack of need for outside adjusting or relearning of stimuli,
make this learning procedure a more plausible model of human cognition.

3. The Eidos model

Now that an efficient learning rule for RAM has been developed, a simulation model is
needed to intuitively illustrate this learning rule’s capabilities. The Eidos model [Bégin
and Proulx (1996)] is a model of categorization in unsupervised neural networks, which
uses the dual Hebbian/anti-Hebbian learning algorithm. The architecture of the Eidos
model is similar to the usual single-layered recurrent network (Figure 2), except that
connections inverting the signal have been added to illustrate the anti-Hebbian compo-
nent of the learning rule (see Figure 4). The transmission function is similar to Equation
(4), except that a short-term memory efficiency parameter has been added, representing
a gradual degradation of the memory trace of the initial stimulus:

‘x:+| = LI.(W o IVI )xfla (15)

where 0 = y = 1 is the short-term memory efficiency parameter and L[e] the trans-
mission function described in the second part of Equation (1).

The last element needed to completely define the Eidos model [Bégin and Proulx
(1996)] is the learning rule, which is a variant of the dual Hebbian/anti-Hebbian rule
described by Equation (8). The distinction is the addition of a long-term memory effi-
ciency parameter affecting the weight matrix (W). The learning rule thus becomes

W, =C(W, + fxx”,]x"'”,; + inIH]lenl’ (16)

where 0 < ¢ < | is the long-term memory efficiency parameter, o: > —f and p < n.

5 This general property holds in every unbiased environment.
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Fig. 4. Architecture of the Eidos model.

The ability of the Eidos model to categorize various stimuli has been assessed in
many classification tasks, such as letter classification [Bégin and Proulx (1996)], icon
recognition, and face recognition. To illustrate the Eidos model’s potential in more
detail, we next discuss how this model was used in a letter-classification task.

4. The letter classification task
4.1. Methodology

Nine stimuli were used in the letter classification task: {A, E, H, I, N, O, R, S, T}. Each
stimulus represented a letter that was coded by a 35 unit binary vector (see Figure 5).
This subset of the alphabet was chosen because it illustrates a wide range of between-
stimuli correlations. The smallest absolute correlation is 0.03 (R-S and R-T pairs) and
the highest is 0.77 (H-N and I-T pairs). At the beginning of the learning phase, the
weight matrix (W) was filled with zeros. The free parameters were set according to the
constraints presented earlier, so that: o = 0.0005, = —0.00025, w=0.9,
{=0.9995, p=5 and n=10. With those values, the point of convergence is
A. = 0.0718, and the saturation limit was set to its minimum value (y = 2).
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Fig. 5. Stimulus set used in the letter-classification task.

In the recall phase, Gaussian noise was added to the training stimuli in order to test
the ability of the Eidos model to account for generalized learning [Bégin and Proulx
(1996)]. The noise level varied from 0 to 100%. Examples of noisy stimuli are shown in
the right-hand side of Figure 5. The network’s performance was evaluated by its ability
to classify noisy inputs in the same categories as the corresponding noise-free stimuli.

4.2. Results

Figure 6 shows the eigenvalue spectrum’s development during learning. First, the dual
Hebbian/anti-Hebbian learning rule succeeded in controlling the growth of the eigen-
value spectrum. Even after 10,000 trials, the highest eigenvalue was smaller than 0.35 (in
contrast with the diverging growth of the Hebbian components). Also, the correct stim-
ulus space was slowly emerging: nine eigenvalues were standing out from the remaining
eigenvalues, confirming that nine categories were being learned. Finally, Figure 6,
Figure 6 is Plate 35.6 in the Separate Color Plate section also shows that learning was
incomplete after 10,000 trials. When learning was completed, the nine eigenvalues that
were standing out were all equal to 0.0718.

In the testing phase, noisy stimuli were presented to the network in order to evalu-
ate its ability to filter noise. The performance of the Eidos model was error-free when
a noise proportion of 25 or 50% was added to the stimuli. Moreover, the error rate with
stimuli covered by 100% noise was only 6.2%. Figure 7 shows an example of noise fil-
tering on an E with 100% added noise.

Another interesting result is the analysis of the eigenvectors. Because the eigenvectors
are the attractors in the Eidos model [Bégin and Proulx (1996)], the good performance of
the Eidos model can be explained in terms of eigenvectors. Figure 8 shows three
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Eigenvalue spectrum as a function of the number of
learning trials
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Fig. 6. Eigenvalue spectrum resulting from using the Eidos model in the letter-classification task.
Eigenvalues are displayed in decreasing order.

examples of eigenvectors. As can be seen from the figure, these eigenvectors extracted the
diagnostic features necessary to classify the stimuli. For instance, the left-hand eigenvec-
tor had high activation on its sides and inhibited the top and bottom middle parts. This
pattern distinguished {A, H, N, O} from the remaining letters of the stimulus set. The
middle eigenvector displayed high activation on all edges, with a preference for the top
and bottom parts (which were excluded from the left-hand eigenvector). This eigenvector
was especially important to partition the {1, T} and { A, H} subsets. Finally, the right-hand
eigenvector displayed a preference for diagonals, which were contained in the {N, R, S}
subset. Taken together, these rules are sufficient to classify any of the learned letters.

The letter-classification task illustrated the capacity of the Eidos model very well
[Bégin and Proulx (1996)]. First, the network was able to learn a set of correlated pat-
terns without domination from the first eigenvalue [Anderson et al. (1977)]. Second, the
feedback space that emerged from the learning phase was sufficient to correctly clas-
sify stimuli even with up to 100% Gaussian noise.

Of particular interest was the analysis of the eigenvectors. As Figure 8 suggested, the
eigenvectors developed in the letter-classification task acted as distributed categoriza-
tion rules. Also, these eigenvectors represented a new basis for the stimulus set, which
was an almost 4:1 compression. In cognitive psychology, it has been argued that one of



806 Robert Prouly and Sébastien Hélie

'F'i*F'i"l"'!

—EE|
EEE
EEE
EEE

Fig. 7. Example of noise filtering.
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the many roles of categorization is cognitive economy [Reed (1999)]. There is no doubt
that RAMSs perform this economy.

5. The problem of convergence

The early success of the Eidos model with a wide range of stimuli (see Figure 9 for
examples), highlighted its ability to classify highly correlated patterns (human faces),
even with missing information. However, the convergence of the eigenvalue spectrum
had an unexpected drawback: Figure 6 clearly showed that nine eigenvalues stood out
from the remaining eigenvalues, but these eigenvalues eventually reached A4, and learn-
ing stopped (which is the definition of convergence). However, the remaining 26 eigen-
values, while relatively small, were positive. Therefore, if the number of learning trials
was increased, these spurious eigenvalues would eventually reach 4. and the result
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1 2

Fig. 9. Examples of stimuli in a learning experiment using the Eidos model. Top panel:icons;
bottom panel: human faces.
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would be random behaviors of the network. Of course, the experimenter can decelerate
the eigenvalues’ growth when the desired feedback space has been developed. This can
be easily achieved by constraining the values of the memory efficiency parameters {,
y} to be negative functions of the learning trial number. This solution is not satisfying,
however, especially in the context of cognitive psychology, because it is difficult to jus-
tify that some category is eventually learned well enough, and that learning should, in
the extreme case, cease.

6. The solution: Unlearning

A better way of controlling the growth of spurious eigenvalues is to use an unlearning pro-
cedure: After standard learning has occurred, negative feedback can be sent to the model
to diminish spurious eigenvalues. The simplest way to accomplish this without adding
complexity to the model is to reverse the parameters of the dual Hebbian/anti-Hebbian
learning procedure. Figure 10 illustrates the resulting function and its dynamics.

The algorithm for the learning/unlearning procedure is as follow: First, a stimulus
is randomly chosen from the stimulus set. Second, a noise vector is added to the cho-
sen stimulus. Third, the dual Hebbian/anti-Hebbian learning rule is applied to the result-
ing noisy stimulus. Fourth, a second noise vector, with the same noise level as the first
noise vector, is randomly generated. Fifth, the reverse dual Hebbian/anti-Hebbian
learning rule is applied to the second noise vector. The four parameters of the reverse
dual Hebbian/anti-Hebbian learning rule are not constrained to be the same as those

Hebbian and Anti-Hebbian rule with reverse parameters
01

0.075 .'

-0.075 \

11 !
Standard Hebbian and Arti-Hebbian rule

Fig. 10. The dual Hebbian/anti-Hebbian learning rule with reverse parameters. The arrows
represent the order in which the learning/unlearning procedure must occur.
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used in the standard dual Hebbian/anti-Hebbian learning model. The five preceding
steps are repeated until the system stabilizes (typically after 10,000 trials).

7. The letter-classification task revisited
Some of the following simulations were first presented by Proulx et al. in 1996.
7.1. Methodology

The learning/unlearning procedure was applied to the letter-classification task (see
Figure 5, right-hand side, for noise stimuli used). The noise level was set to 50% and
the free parameters were o = {0.005, 0.0025} and B = {0.0025, 0.00125}, where the
first value was used for learning and the second value for unlearning. The memory effi-
ciency parameters’ effect {y, {} was neutralized by setting their value to unity. The
number of iterations was the same for learning and unlearning, thatis p = 5, n = 10.

7.2. Results
Figure 11 (Figure 11 is the Plate 35.11 in the Separate Color Plate section) shows the

eigenvalues developed by the Eidos model [Bégin and Proulx (1996)] using this new learn-
ing procedure. As can be seen, the correct feedback space was developed and learning

MNeraber of iearning
trials

Fig. 11. Eigenvalue spectrum developed using the learning/unlearning procedure with the Eidos
model. Eigenvalues are displayed in decreasing order.
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converged after 10,000 trials. Also, as learning continued after convergence of the correct
number of eigenvalues, spurious eigenvalues tended to decrease with practice, and were
negative after 10,000 trials. A negative eigenvalue acts as a vacuum that folds the hyper-
space by drawing its corresponding eigenvector toward the origin. As a result, stimuli pre-
sented to the neural network are converging faster toward eigenvectors associated with
meaningful eigenvalues. Hence, negative eigenvalues are no longer spurious; they are
helpful. Therefore, even if the number of learning trials grows to infinity, the spurious
eigenvalues do not interfere with the meaningful, correct ones. On the contrary, a longer
training period results in more pronounced negative eigenvalues, which is helpful.

Now that the desirability of the learning/unlearning procedure has been assessed, fur-
ther studies have been conducted to determine the ratio of unlearning to learning trials that
is necessary to obtain negative, useful eigenvalues. Figure 12, Figure 12 is Plate 35.12 in
the Separate Color Plate section shows the eigenvalue spectrum developed after 10,000
learning trials in the letter-classification task, as a function of the frequency of unlearn-
ing. First, the correct feedback space was developed, despite the value of the ratio of
unlearning to learning trials. Secondly, when the neural network was trained by using the
same number of learning and unlearning trials, the spurious eigenvalues were kept at zero.
A ratio higher than one resulted in negative spurious eigenvalues, which, as argued ear-
lier, are helpful. On the other hand, a ratio smaller than one produced positive spurious
eigenvalues, which are harmful to the network’s performance.

Magn itude

Frequency of
unlearning

Fig. 12. Eigenvalue spectrum developed after 10,000 learning trials in the letter-classification
task. The eigenvalues are displayed in decreasing order and the frequency is expressed as the ratio
of the number of unlearning trials to the number of learning trials.
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Now that simulations have shown that the correct feedback space is developed inde-
pendently from the ratio of unlearning to learning trials, and that this ratio must be higher
than one in order to generate helpful, negative eigenvalues, it remained to be determined
whether the order of learning and unlearning trials affected the network’s performance.
Figure 13 shows the eigenvalues developed after 10,000 learning trials in the letter-clas-
sification task. The unlearning to learning ratio was set to one, and an entry of 1000/1000
in Figure 13 (Figure 13 is Plate 35.13 in the Separate Color Plate section) means that a
series of 1000 learning trials was followed by a series of 1000 unlearning trials. As can
be seen, the sequence did not affect the development of the eigenvalue spectrum.
Therefore, the experimenter can conveniently perform all the learning trials first, and then
perform all the unlearning trials (instead of alternating between the two types of trials).

The preceding section presented simulations exploring the learning/unlearning proce-
dure. As could be seen, this procedure was successful in providing a solution to the con-
vergence problem, with only two restrictions: (1) there must be at least as many unlearning
trials as learning trials and, (2) the learning trials must precede the unlearning trials.
Assuming that these restrictions are met, the correct feedback space is developed, and the
sequence of learning/unlearning trials does not affect the neural network’s performance.

Another interesting aspect of the unlearning procedure is that vectors used in this sec-
ond phase basically consist of noise. From a psychological perspective, certain theories
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Fig. 13. Eigenvalue spectrum developed after 10,000 learning trials in the letter-classification

task. The eigenvalues are displayed in decreasing order and the pattern of unlearning represent

the type of sequences used to train the network. For example, 10/10 signifies a series of 10
learning trials followed by a series of 10 unlearning trials.
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of REM sleep consider dreams to be conscious interpretations of noise that is present in
neural synapses [Crick and Mitchison (1983)]. Also, REM sleep is considered to play an
important part in the consolidation of learning [Smith and Butler (1982)]. Therefore,
unlearning can be interpreted as a model of REM sleep and the whole learning/unlearn-
ing procedure is well suited to model human learning.

8. Current trends: Elimination of spurious attractors

At this point, RAMs have gained many desirable properties. First, the dual
Hebbian/anti-Hebbian procedure enabled learning to converge toward the optimal feed-
back subspace. Therefore, noise is optimally filtered, and new stimuli are classified in
the most likely categories. Second, the learning/unlearning procedure results in faster
convergence of stimuli toward meaningful attractors.

Solutions to the convergence and divergence problems made RAMs functional. We
are now ready to tackle problems that used to be out of the reach of RAMs. We describe
two main problems that have been identified. First, all previous RAMs have only been
able to handle binary inputs. Most things in the world are described by real-valued vec-
tors (e.g., the RGB color system). In order to be useful, RAMs should be able to directly
handle such stimuli. Second, because the feedback space of a RAM is a subspace of the
stimulus space, some stimuli — which are unknown to the network — exit from this feed-
back subspace and converge to attractors that are outside the feedback space but still in
the stimulus space. This phenomenon strongly impairs recall performance in biased
environments. This is why further research is now being performed to solve these newly
identified shortcomings.

A model recently proposed by Chartier (2004) aimed at solving these two problems.
More precisely, Chartier proposed a new converging RAM able to learn real-valued
stimuli while considerably reducing the number of spurious attractors. This reduction
in the number of spurious recalls was achieved by using the nonlinearity of the trans-
mission function in conjunction with static temporal difference learning [Sutton
(1988)]. The transmission function in the new model is

1, Wx, = 1,
X1 = (‘p + l)wx; _¢(wxr)3| = 1i=s WX‘. < ], (]?)
_11 WXI,E_],

where ¢ is a general transmission parameter and the learning rule is described by
w[f-!—l] = W[f] + T}(X[mXT[Ui e xmme) (]8)

where 77 is the learning parameter and X, the initial stimulus. Together, these equations
allow the model to learn gray-scaled stimuli and converge toward an unequal eigenvalue
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Linear model New model

Fig. 14. Trajectories of stimuli in recurrent auto-associative memories (RAMs) trained with two
stimuli (in the three-dimensional case). Left-hand panel: trajectories in a linear model;
right-hand panel: trajectories in the new model developed by Chartier (2004).

spectrum with fewer free parameters [Chartier (2004)]. The unequal eigenvalue spec-
trum allows the model to use the environmental biases to optimize its recall perform-
ance [Hélie (2004)]. The result is a smaller number of random vectors stepping out of
the feedback space. For example, Figure 14 shows trajectories of random stimuli in
three-dimensional RAMs trained using two stimuli. The corners of the cube represent
the attractors. In the linear model (left-hand panel), all eight corners are attracting
random stimuli. However, because the network was trained using two stimuli, only four
corners should be attractors (the two stimuli and their complements). The remaining
four corners are spurious attractors. The right-hand panel of Figure 14 shows trajecto-
ries of random vectors in the new model. As can be seen, all random vectors are
attracted to only four corners, representing the two learned stimuli and their comple-
ments. Therefore, in this case, the proportion of spurious states diminished from 100%
in the linear model to 0% in the new model.

9. Conclusion

The previous work performed on simple Hebbian learning has highlighted important
flaws with this learning procedure — in particular, the divergence of the eigenvalues of
the weight matrix. A simple local solution was proposed in the form of the dual
Hebbian/anti-Hebbian learning rule, which provided stable convergence points for
eigenvalues representing the feedback space [Bégin and Proulx (1996)].

Convergence of the eigenvalue spectrum, however, had an important drawback: spu-
rious eigenvalues, which were not useful to represent the stimulus space, eventually
grew to converge at the same level as eigenvalues associated with the feedback space.
Again, a solution was proposed — the learning/unlearning procedure — that resulted in
negative spurious eigenvalues.
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Current progress is now being made with converging RAMs that use the nonlinearity of
the transmission function to classify real-valued stimuli. This new model [Chartier (2004)]
can develop real-valued eigenvectors, associated with an unequally converging eigenvalue
spectrum, as a means to diminish the number of spurious recalls. Spurious attractors are
responsible for suboptimal recall performance in biased environments, and resolving this
issue will certainly widen the applicability of RAM.
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Eigenvalue spectrum as a function of the number of
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Plate 35.6. Eigenvalue spectrum resulting from using the Eidos model in the letter-classification
task. Eigenvalues are displayed in decreasing order.
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Plate 35.11. Eigenvalue spectrum developed using the learning/unlearning procedure with the
Eidos model. Eigenvalues are displayed in decreasing order.
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Plate 35.12. Eigenvalue spectrum developed after 10,000 learning trials in the letter-classifica-
tion task. The eigenvalues are displayed in decreasing order and the frequency is expressed as the
ratio of the number of unlearning trials to the number of learning trials.
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Plate 35.13. Eigenvalue spectrum developed after 10,000 learning trials in the letter-classifica-

tion task. The eigenvalues are displayed in decreasing order and the pattern of unlearning repre-

sent the type of sequences used to train the network. For example, 10/10 signifies a series of 10
learning trials followed by a series of 10 unlearning trials.



